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Introduction
Data services are a combination of application behavior and information, which are the core 

building blocks of IT architecture (including service-oriented architecture, or SOA).  Data 

services deliver data as a standards-based service and provide controlled and governed 

access to back-end systems and data.  Given the heterogeneity of back-end data sources 

and the complexity involved in effectively leveraging these data sources in an enterprise, 

data services are the single most important component in an SOA approach.  Considering 

the importance of data services, logically there should be a focus on the technology, design, 

implementation, and deployment of data services. 

The larger, more strategic benefit of data services is increased business agility, or getting 

access to information faster and in real time.  SOA is all about business agility.  With a 

comprehensive data services technology, IT organizations can finally realize the full potential 

of SOA.

First, be aware that not all data services are created equal.  There are different types of 

data services that are built to meet the needs of the architecture, and thus the business.  

There are data services that are more transactional in nature, thus exposing more behavior 

than data.  There are data services that lack behavior and are little more than direct 

database APIs.  And then there are more sophisticated data services that go across several 

heterogeneous data sources to enable data access, data quality, data transformation, and data 

delivery, using any modality and any protocol.  

To distinguish these data services from more primitive data services that simply provide 

physical data access, I will refer to these more sophisticated data services as SOA-based data 

services throughout this paper. 

The trick is to determine your requirements—to enable a single-view of “X” for your 

applications or to extend a data warehouse to include transactional data for operational 

business intelligence, for example—and then design and deploy SOA-based data services 

that will meet the needs of the architecture.
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For example, let’s consider a typical enterprise that has accumulated multiple, disparate 

operational data sources to support all of its applications.  As when many databases are 

leveraged, data is often duplicated and needs to be reconciled across these systems.  Thus, 

there are many versions of the same database attributes, such as they relate to customers, 

sales, and other classifications.. 

Understanding the issues that data services address should be the first consideration 

when taking the enterprise to a more data-driven approach, or work from the data to the 

processes.  However, many efforts to “reinvent” enterprise architecture around data to 

become more data driven do not work.  Why? There is a lack of understanding of the data, a 

lack of externalization of the data using standards (such as data services), and a lack of data 

governance and data quality as part of the infrastructure. 

SOA-based data services offer the opportunity to get data under control and leverage an 

enterprise architecture that’s more data driven.  SOA-based data services require a model-

driven approach to architecture that facilitates the rapid location and understanding of the 

data, improves the ability to quickly build trusted data services once and deploy them for all 

applications, and ensures consistent enforcement of data policies (e.g., data quality, freshness, 

privacy).  These capabilities are typically missing from the traditional enterprise architecture, 

and the lack of focus on the data, and underlying core data services features, hampers 

productivity and the potential of the IT infrastructure

There are a few core use cases to consider, including single-view of data for applications and 

virtual data warehouse for operational business intelligence.

The single view of data for applications is the ability for SOA-based data services to provide 

one abstracted view of many different databases with many different native structures while 

insulating the consuming applications from underlying data changes.  These physical structures 

are externalized as a single view of the data through an SOA-based data service with a 

unified schema that’s more logical for business and thus more productive when consumed 

by any number of applications.  For instance, the ability to externalize sales data using one 

unified schema externalized using SOA-based data services, which physically exists within 

three different databases that exist within three different systems, such as inventory, CRM, 

and general ledger systems, as an example.  To facilitate reuse, SOA-based data services must 

have the ability to be provisioned in multiple ways (e.g., SQL, Web services, messaging, ETL) 

without having to rebuild them for each consuming application and include data quality rules 

to ensure the data can be trusted.  Furthermore, a single view of data must be resilient to 

data source changes and a trusted source of data, and because it is not always possible to 

cleanse the source data, SOA-based data services must be able to cleanse and match data 

on the fly (we’ll discuss this in more detail below).
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A virtual data warehouse for operational business intelligence, as related to the use of SOA-

based data services, combines historical and operational data with the ability to leverage 

disparate data from any number of operational data stores through the abstraction of the 

data versus the traditional approach of extracting the data, translating the data, and loading 

the data into a separate database.  The difference is in data freshness (i.e., latency), data 

quality, simplicity, and rapid implementation.  The data can be viewed in real time or near real 

time with data quality rules applied on the fly, leveraging current operational data, versus a 

traditional data warehouse where the data can be weeks, perhaps months old.  The ability 

for a traditional data warehouse to absorb new data sources can take months to implement, 

whereas a virtual data warehouse that augments an existing data warehouse or data mart 

with new data sources can be implemented in days.  For instance, when a manufacturing 

company needs to understand the current state of plant operations, it can abstract the data 

from any number of operational data stores and provide a true “dashboard” of the current 

state of the plant, leveraging data that is minutes old.  Moreover, users are able to look at 

near real-time data within the context of historical data.  For example, they could look at the 

existing state of plant operations in the context of the same data gathered during the past 

100 days, and perhaps the past several years.  This ability allows management to make critical 

business decisions using only the latest data, while considering the knowledge of the past 

(we’ll discuss this in more detail below). 

Let’s drill down a bit deeper into the general use cases we’ve presented above.  Let’s say you 

have multiple disparate data sources for all of your applications, and data is often duplicated 

and needs to be reconciled across these systems.  What you need is a single consistent view 

of the data, no matter where it resides, and no matter what structure is employed.  Core to 

this problem is the lack of a single information system that can identify all the current and 

accurate data that relates to, say, a specific business entity (such as a customer or a product), 

regardless of the physical system in which that data resides. 

In many firms, customer data remains in silos, such as specific divisions of the organization, 

typically scattered across many different databases.  Therefore, information is often 

inconsistent or incomplete.  The inability to create a single view of the customer, or to 

synchronize customer data in a timely fashion across multiple operational systems, leads to a 

few issues:

The customer may be frustrated by lack of convenient access to information. •	

The business may provide an inconsistent customer experience across product groups or •	
channels because of the lack of integrated customer data.

Without a holistic view of a customer’s relationship, it is very difficult to make intelligent, •	
relevant marketing offers to the customer to sell more products.

The solution to these problems is to provide downstream applications with access to a 

logical master data object, without regard to where it physically resides or how it changes. 

This is the notion of data abstraction or, in this case, the use of SOA-based data services to 

realize and manage that abstraction, which is the core topic of this paper.  
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A good example of the value of this approach is the example of an organization that has a 

limited view of its customers, making it difficult for the company to generate new revenues 

through up-selling, cross-selling, or otherwise leveraging core customer data that is physically 

scattered throughout the organization.  How many times have you gotten multiple calls from 

the same company, with none of the callers aware that someone else in the company is 

contacting you? This situation sours the relationship between company and customer.

When it comes to virtual data warehousing, let’s look at the concept of operational business 

intelligence (operational BI reports, tools, and dashboards) so that an organization can react 

faster to business needs and anticipate business problems in advance before they become 

major issues.  When considering this type of BI, you need near real-time access to the data, 

typically with zero or low latency. 

A case in point would be a financial services company that purchases another financial 

services company.  An operational BI portal needs unified data from both companies.  This 

single view of data from many physical data stores allows the new company to make core 

decisions about the business, perhaps even looking at real-time operational data in context 

with historical data, to understand the current state of the combined business in light of its 

history.  This approach allows the new company to look at critical data without having to 

combine and aggregate the data into the physical data warehouse, which could take months 

and delay realizing the value of the acquisition.   With SOA-based data services, the same 

logic used to virtualize the data for the operational BI portal can later be reused to move 

the data from the new company into the appropriate physical data stores if desired.

Considering the examples above, we can then further define the value proposition of 

SOA-based data services, including the ability to leverage a data abstraction layer that allows 

the physical data sources to better represent the business entities.  Also, provisioning data 

for any application will allow a single platform to become the foundation for reuse of data 

integration logic for any use within the enterprise.  Finally, including data quality rules and 

data freshness policies within data services allows IT to manage and support SLAs to define 

performance, as well as to monitor ongoing data quality issues.

Moving to a Data-Driven Enterprise
The key issue here is the lack of a single information system that can identify all the current 

and accurate data that relates to, say, a specific business entity (e.g., customer or product), 

regardless of the system in which that data resides.  This single view of a database enables 

the user to see and understand the current state of the data, using the structure that best 

represents the business, regardless of the existing physical structures. 

In the case of customer data, the distribution of disparate data causes several issues:

The lack of a single view means the customer may be frustrated by lack of convenient •	
access to timely, trusted information. 

The business may provide an inconsistent customer experience across product groups or •	
channels because of the lack of integrated customer data. 

Without a holistic view of a customer’s relationship, it is very difficult to make intelligent, •	
relevant marketing offers to the customer to sell more products.
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Relevant to the use of a single data view is the fact that within most data warehouses you •	
can’t get a single real-time view of the data.  Thus, when looking to leverage concepts such 
as operational business intelligence, you can’t see real-time or near real-time transactional 
or transient data and you are not able to make decisions on that data using the 
operational BI tools.  Typically, the environment needs to support access for thousands of 
users and must also ensure rapid development and integration time.  Required is the need 
to augment the data warehouse with the support for direct querying of source systems 
without consolidating data.

In this paper, we will take the mystery out of what a comprehensive SOA-based data •	
services technology should look like.  We’ll examine the types of data services, or core 
data service patterns, that we’re seeing in modern IT architecture.  Also, we’ll move 
beyond the definitions and look at the best practices around data services design and 
development.

The Need for Data Services
As defined in this paper, data services are a fundamental building block of an SOA and IT 

architecture in general.  Indeed, the ability to define, design, create, and deploy data services 

is critical to deliver the right information to the services, processes, applications, and people 

who need the data. 

Typically, data services are suited for the following situations:

Business needs are changing or dynamic. or the enterprise is in an industry where change •	
is a constant (e.g., mergers and acquisitions), such as the financial or high-technology 
verticals 

Time to data is a defined business need, such as the need to get data as it happens in •	
support of a business process or key business intelligence applications

There is a need for better operational visibility and faster decision making, such as the •	
manufacturing plant use case presented above.  The ability to see operational data is a 
core strategic value for the manufacturing company

When historical data needs to be combined with transactional or other transient data, •	
such as the ability to understand the current state of the data in the context of past data 
to better interpret the meaning 

There are complex data integration challenges and needs, such as high data volumes and •	
many heterogeneous data sources 

The validity of data is transient, where creating a data warehouse is time and cost •	
prohibitive for a particular business

Replicating information is not allowed by organizational policy—for instance, working with •	
private data in the health care vertical 

There is a need for prototyping to see what data looks like before moving it to the data •	
warehouse or other physical store

Data quality needs to be enforced proactively at the point of entry and consistently across •	
applications and projects
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